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FINAL WRITTEN REPORT 
(Please use the space below to describe your research project and objecBves, any findings and results you can share, and 

graphs, charts, and other visuals to help us understand what you achieved as a result of this research experience. 

Introduction:

 The goal of this project is to develop a new algorithm for distributed machine learning. . As datasets of today get larger and larger, it 

becomes more necessary to distribute the workload over many different processors in order to keep the training of a neural network from 

taking quite a few days, often even taking weeks or months and make it faster.  In this distributed paradigm of training neural networks, the 

processors involved have to exchange data among themselves during training. This communication of data in the form of messages has its 

own overhead - it requires time, energy and often leads to congestion in the network.  Thus the main objective of this project is to develop 

algorithms that reduce communication while maintaining the accuracy in distributed training of neural networks. In order to achieve that, we 

proposed an event-based algorithm for communication that communicates only when necessary, thus saving on a lot of redundant 

communication.

My role in this project over the last few months has been twofold: To assist in creating a new data loader for testing purposes and 

to shift the focus from training on CPU’s to training on GPU’s.

Objective #1: CIFAR10

 In order to perform more rigorous testing of this idea and to show that it saves on communication with no significant loss in 

accuracy, testing was needed on a dataset more rigorous than MNIST. It was decided that the next step was to test this event-based algorithm 

with the CIFAR10 dataset. In order to maximize the performance  of training , our lab used the libtorch C++ package, the backend for the 

common Pytorch package.  However, there is no publicly available dataloader for the CIFAR10 dataset. One of my roles was to create and 

test this dataloader. Unfortunately, this package is still in its relative infancy and therefore there is scant documentation available, making this 

a more difficult task than it would be on other machine learning platforms. I adapted code from a similar project to create this.

Findings:

Once this had been achieved, we ran extensive testing in order to check the accuracy and speedup of this architecture. The 

message rate in the event-based algorithm was consistently ~40% of what it would have been without the event-based algorithm (Figure 1), 
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and the accuracy of both event-based and non event-based were approximately the same for  4, 8, and 16 processor systems (Figure 2). This 

shows that this event-based model is an option to save energy without sacrificing accuracy on vision-based networks. The next step will be to 

adapt our current code to the much larger ImageNet dataset, which is the current industry standard for testing a new model’s viability.

Figure 1: Message Decrease in event-based model. Messages between processors are energetically expensive and often cause 

bottlenecks. The event-based model decreases the number of messages sent by more than 50% for all tested # of processors (PE).

Figure 2: Training Accuracy over 20 Epochs for the CIFAR10 dataset. The differences in accuracy between the event and non-event cases 

were minimal. 

Objective #2: Using GPU’s



The other objective of this project has been to move the project from CPUs to GPUs. Most machine learning nowadays takes 

place on GPU’s, due to their superior performance over CPUs.. Taking advantage of the massive parallelism that GPU’s offer saves an 

inordinate amount of time, and for the project to be viable it must be shown to work on GPU’s as well. This has ended up being quite a 

challenge, primarily because the aforementioned lack of libtorch documentation compounds the already difficult task programming with 

GPU’s.

 

Findings:

 While we were able to successfully run the MNIST event-based learning on a system of GPU’s, we did not get the large speedup we 

had hoped for, only getting a 38% speedup for 50 epochs of a 2-layer linear network (Table 1).  Reasons for this could be that the network we 

are using (2-layer linear) is shallow enough that the CPU is already quite robust and the GPU can only provide so much improvement. We 

will see if this is the case when training with CIFAR10. We have been profiling the program and found several places in training where the 

program stalls and are looking into workarounds, as well as attempting to move the CIFAR10 network onto GPU’s as well.

Table 1: Time for a 2-layer linear network to train the MNIST dataset with ~97% accuracy with different numbers of GPU or CPU 
processors.

50 Epochs CPU GPU

1 Processor 87.91 s 72.99 s

2 Processors 48.21 s 39.82 s

3 Processors 36.35 s 26.18 s

4 Processors 28.56 s 17.69 s


